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Introduction:
     CpG islands are unmethylated regions of mammalian genomes with unusually high concentrations of guanine (G) and cytosine (C) in them. For example, in humans, the genome average of G + C content is ~ 41% (Antequera 2003, Venter, J.C., et al., 2001). In human CpG islands, the concentration is ~ 67%—considerably higher than the genome average (Antequera 2003). CpG islands are extremely useful as predictors of where a gene can be found in a genome, since roughly 60% of human (Robinson et al. 2004) and 50% of all mammalian genes (Ioshikhes and Zhang 2000) contain unmethylated CpG islands which mark the promoter and exonic regions of genes. While CpG islands can be found in non-promoter regions of the gene, CpG islands in promoter regions tend to have a higher G + C content and a higher observed/expected ratio (Takai and Jones 2002). The promoter region of a gene is usually located between the 5’ end of the CpG island and the gene’s transcription initiation site (Antequera 2003). CpG islands might serve as replication origins of DNA, too; their chromatin structure suggests this possibility (Antequera 2003). 
     The most important feature of CpG islands, beside their habit of overlapping the promoter region of genes, is the fact that they remain unmethylated when about 80% of the CpG dinucleotides in the genome succumb to methylation. The methylated CpG is susceptible to deamination, and such deamination rate is 10-50 times higher than the mutation rate in other dinucleotides. The demaination of CpG leads to (Antequera 2003). Methylation is important: it can prevent transcription of the DNA of invading molecular parasites, and also prevent recombination between repetitive sequences of DNA, thus keeping the genome stable (Antequera 2003). Methylation of a gene’s CpG island silences the gene, since it prevents the transcription factors from binding to the DNA in question. This is not a typical method of transcription regulation, however, because the CpG island associated with a tissue-specific gene remains unmethylated whether or not that gene is turned on in a particular cell (Antequera 2003). 
     Now that several mammalian genomes have been sequenced and more are on the way, identifying CpG islands in all the genomes and comparing their gene associations, distributions, and phylogenetic relationships is becoming possible. There is a wealth of information to be gained here.  
Project Plan: 

     CpG islands, then, are worth knowing about. To learn about them, we first have to locate them. But how can we find them in the genome? This summer I wrote a program based on Takai and Jones’ sliding window algorithm (Takai and Jones 2002, 2003). My program reads sequence from a file provided by the user (it was designed with fasta files in mind). It then looks at the first however-many nucleotides you specify—the first window, if you will—and checks to see if the window meets CpG island criteria. If not, a new, overlapping window one nucleotide to the right of the first is evaluated. If a window meets CpG island criteria, the program jumps to the end of the island window and evaluates a new, non-overlapping window. It keeps doing that until a window doesn’t meet CpG island criteria, and then it slides backward one nucleotide at a time until it hits a window that does meet the criteria. At that point, the program evaluates the island as a whole. If it meets CpG island criteria, the program moves on. If not, it starts trimming this would-be island, taking a nucleotide off each end until the island meets the criteria. If two islands are created within a certain distance of each other—100 nucleotides, for my testing purposes—the program checks to see if they can be combined and still meet CpG criteria. If they can be combined, they are. If not, they are not combined. 
     The algorithm is straightforward enough, but Takai and Jones’ implementation of it in Perl, called CpGi130, takes about 68 hours to run through mouse chromosome 18 on my Dell Inspiron 5100. My own version of the program, written in C++, is a great deal faster, but is still inaccurate on long sequences. My version takes slightly over an hour and fifteen minutes to run through the same mouse chromosome, but its results include repeated islands that I have not yet managed to eradicate. Start and end positions of CpG islands also get thrown off when my version of the program is run on long sequences, a problem which I believe stems from the same source as the repetitions. The chromosome I tested CpGi130 and my own program on is the NCBI mus musculus build 36, downloadable at ftp://ftp.ncbi.nih.gov/genomes/M_musculus/
Assembled_chromosomes. 
     My plans for the program do not stop with greater speed at the cost of accuracy, however. I intend to keep working on the program over the course of the upcoming school year. The first thing I need to do is give my program the accuracy of CpGi130. After solving that problem, I plan to improve the algorithm so that my program does not waste time evaluating more windows than it needs to. An hour and a quarter is a lot less time than 68 hours, but it is still a frustratingly long time to wait for results. I also hope to enhance my program’s user interface, make its results easier to understand, and perhaps even give it other capabilities than just finding every CpG island in a sequence. The results of my program are currently formatted the same way the command prompt version of CpGi130’s are: a seemingly endless list of island numbers, starting and ending points, GC content, observed expected ratio, and length. Graphs would be extremely useful in making the results easier to interpret. 
Goals:

     Once my program is finished, we will be able to run tests on various vertebrate genomes to determine which parameters are best for locating CpG islands in each genome. What parameters are best if we only want to find CpG islands in the promoter region of genes? These parameters seem likely to differ by species—but by how much? Ideally, I will answer these questions. Modifications can then be made to my program so that it is more likely to find only CpG islands in the promoter region of genes in the various genomes. By the end of next summer, data will be assembled and we will, hopefully, have created a database to store it in. Giving the database a user-friendly interface will allow users to find pertinent information without having to run the program again. 
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